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ABSTRACT
We present efficient protocols for the 1-out-of-n single-server
Computationally-Private Information Retrieval (CPIR) prob-
lem for ℓ-bit strings. In particular, our results achieve si-
multaneously polylogarithmic extra storage, communication,
and Client and Server local computational complexities, im-
proving the best current bounds. Most designs for CPIR ex-
ploit the communication vs. computation trade-off, whereas
ours exploit instead trade-offs between accuracy and the
metrics mentioned above. The work is of a theoretical na-
ture. In a nutshell, our polylogarithmic claims show that it
is possible to substantially reduce the mentioned complex-
ity measures at the expense of accuracy of the results. The
main indirect (practical) implication of this work is to show
that CPIR is actually viable for very large databases. We
also present some open questions and future directions.

1. INTRODUCTION
This research focuses on the efficiency and practicality of

single-server Private Information Retrieval (PIR) protocols.
In a single-server PIR protocol, two players, Server, holding
a database S of n elements, and Client, holding a single
index i ∈ [n], exchange messages such that, at the end of
the protocol, Client retrieves the ith element in S and Server
remains oblivious to which element was retrieved.

A trivial solution has the Server send the entire database
S to Client. Although neither Server nor Client perform any
extra computation on S besides what is needed to transmit
S, the protocol clearly requires linear communication in n.
The solution is thus applicable only to small databases or to
settings where transmission costs are not the bottleneck.

Logically, PIR researchers have focused primarily in de-
signing protocols that reduce the trivial linear communi-
cation bound. However, an information theoretical lower
bound of Ω(n) communication is known for single-server
PIR [5] even if we allow the retrieval to fail with probability
inversely proportional to the database size [1]; and therefore
making the trivial solution optimal. In order to avoid this
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lower bound, the effort shifted towards providing PIR solu-
tions that are secure against computationally-bounded ad-
versaries. This PIR variant is referred as Computationally-
Private Information Retrieval, or CPIR. Surprisingly, to the
best of our knowledge, there has been virtually no lower
bound results for CPIR; although at least Ω(log n) bits must
be exchanged to index properly a query item q ∈ [n].

Several sublinear (and even polylogarithmic) CPIR proto-
cols have been proposed in the literature. Efforts in reduc-
ing communication typically led to a trade-off between com-
munication and computational complexities; i.e. protocols
reduce communication by incurring additional computation
on either Client, Server, or both. The trivial protocol men-
tioned earlier requires virtually no computation although it
must perform a pass over the database in order to trans-
mit it. Note that this linear cost cannot be reduced further
otherwise the Server would know which element(s) of the
database S the Client is not interested in, thus compromis-
ing Client’s privacy.

Most efficient CPIR designs exploit some sort of algebraic
properties. Specifically, the security of these protocols rely
either on the semantic security of homomorphic cryptosys-
tems [13] or on the Φ-Hiding assumption [12], which use
public key infrastructure to encode the Server’s database
along with the Client’s query so that only Client is able to
retrieve the desired item [2, 3, 11, 12, 14]. In such proto-
cols, the Server must encrypt every single database item,
incurring (substantially) more computational costs over the
trivial solution. The reason is that most cryptosystems rely
on exponentiations modulo a composite number, and these
are typically expensive. For example, the fastest exponen-
tiations algorithms for k-bit numbers run roughly in Θ(ka),
for a = 2 + o(1) [11], requiring a total processing time of
Θ(nka) to encrypt all items in the database, a prohibitive
computation for large n and modest security parameter k.

In this work, we argue that the current pursued trade-
off does not fully address practical concerns. Specifically,
we make the case that state-of-the-art CPIR solutions are
not enticing to practitioners. As we already eluded to the
problem, performing expensive computation for each item in
the database is certainly impractical for very large datasets.
Even in smaller environments, encrypting every item to an-
swer a single query is also undesirable. Therefore, in this
paper, we attempt to bridge the gap between theoreticians
and practitioners by providing practical CPIR solutions.

Our main motivation is the observation that the Server,
although it must touch every single one of its items to pre-
serve Client’s privacy, it does not need to encrypt them. This



observation was already made in [8], where a CPIR protocol
with simultaneous extra storage, communication, and com-
putation sublinear in the database size was presented.

Problem Formulation. Our golden standard is to provide
extra storage, communication, and computation that are si-
multaneously polylogarithmic in the database size n.

In order to do so, we propose a different optimization met-
ric. Specifically, we present trade-offs between accuracy and
simultaneous extra storage, communication, and computa-
tion complexities, instead of the typical communication vs.
computation trade-off. Simply stated, we present prelimi-
nary results towards addressing the following question:

If Client settles for an approximation to its desider-
ata, can the required extra storage, communica-
tion, and computation be simultaneously poly-
logarithmic in the database size?

To the best of our knowledge, our work is the first to address
this question. Specifically, we answer the question in the
affirmative for a general definition of CPIR, discuss future
work, and present some open questions. We note that our
results are mostly theoretical, and evaluating our proposed
protocols through experiments are planned future work. We
first review some important related work.

1.1 Related Work
Our focus is on the following variant of CPIR. In a 1-

out-of-n CPIRn
ℓ , the Client retrieves an ℓ-bit string from

Server’s database S = (S[1], . . . , S[n]), S[q] ∈ {0, 1}ℓ, so
that a computationally bounded Server remains oblivious
to the retrieved query index q. The special case where ℓ = 1
will be referred as CPIRn

1 .
Attempts to reduce either extra storage, communication

or local computation for single-server CPIR protocols can be
separated as follows: protocols that have efficient sublinear
communication [4, 14], and even polylogarithmic communi-
cation [3, 11], but require instead linear local computation,
typically on the Server side; and protocols that do not en-
crypt every item on the database thus saving computational
costs [9] at the expense of communication.

In [3], the authors proposed the first CPIRn
ℓ protocol,

CMSn
ℓ , with polylogarithmic communication in the database

size n. Another communication-efficient protocol is the pro-
tocol from [14], dubbed HomCPIRn

ℓ in [11]. Although its
bound is not asymptotically polylogarithmic, for any rea-
sonable n and ℓ, it is more communication-efficient than
CMSn

ℓ . The current best bounds are due to the protocol
LFCPIRn

ℓ [11]. It achieves log squared communication and
linear Server local computation. For the remainder of the
paper, we only charge the number of modulo exponentia-
tions performed during both Client and Server local compu-
tation. For example, Server’s local computation in the triv-
ial solution (where it sends the entire unencrypted database
to Client) incurs no local computation, or just O(1) time.
We then note that all mentioned protocols above require at
least linear Server local computation.

Closer to our work, are the results from [2, 8], based on
the PIR with preprocessing model introduced in [2]. The
idea behind this model is to allow the Server to compute
and store polynomially-many information bits related to the
database prior to query time, enabling substantial computa-
tional savings when processing Client requests. Specifically,

the authors in [8] provide a protocol for CPIR with extra
storage, communication, and computation that is simulta-
neously sublinear in the database size n. Using combina-
torial constructions, the authors demonstrate that a sub-
linear amount of query bits and computation is sufficient
while still maintaining the necessary extra storage sublin-
ear in n. One significant difference between our work and
theirs is that our focus is on achieving polylogarithmic ex-
tra storage, communication, and computation in n in order
to allow practical applications of CPIR. For example, for
their proposed choice of parameters, the required communi-
cation and computational complexities are Ω(nα) where α
is approximately 1.5 and 1.3 for n ranging from 210 to 240

(typical database sizes of interest) respectively. Note that α
decreases as n increases. Therefore, for very large databases
their results are still not practical. Furthermore, they apply
only to the multiple Server model where the Client contacts
many Servers, and requires a linear amount of Servers to
achieve such bounds.

We refer the reader to [12] for a comprehensive survey of
single-server Private Information Retrieval protocols.

1.2 Our Results
We show that if Client settles for a suitable approxima-

tion to its desiderata the computational complexity can be
severely reduced without compromising Client’s privacy. In
particular, we address the following variant of CPIR.

We consider the general CPIRn
ℓ problem, where Client

learns an ℓ-bit string from Server’s database at the end of
the protocol. Particularly, we provide results under the as-
sumption that the ℓ-bit string represents a numerical value
in Z2ℓ . Although in CPIRn

ℓ , the ℓ-bit string is considered
a generic “document”, we show that approaching it from a
numerical point of view not only makes practical sense but
computing an approximation to the ℓ-bit numerical value
can be done very efficiently. Specifically, the required Server
local computation can be reduced to polylogarithmic time in
the database size. Thus, the improvement is dramatic over
current best results. The main implication is that it makes
CPIRn

ℓ practical for extremely large datasets.
Moreover, if the Server’s privacy is a concern, we show

how to modify our protocol for CPIRn
ℓ to guarantee indi-

vidual privacy of database items, while only leaking |S|1 =P
i |S[i]|, the ℓ1-norm of S. We note that the leakage does

not happen explicitly during the protocol, but just as a con-
sequence of proving privacy of the protocol under a widely
used security model. The alterations to our main protocol
affect all three metrics (storage, communication, and com-
putation) by only an additional multiplicative factor in the
security parameter k. The dependencies on the database
input size, remain, thus, polylogarithmic in all metrics.

We also show that some of our results can be applied to the
data streaming setting; where the database is just “stream-
ing by” and no random access to its elements is allowed; i.e.
only a single sequential pass over the database is allowed.

Intuition. The basic intuition of our results is as follows.
The Server efficiently creates a sketch eS of database S and

respond to Client queries by accessing only eS. Although

|eS| ≪ |S|, we show that a reasonable approximation to the
desiderata can still be achieved under certain conditions.
We then use existing CPIR protocols on the sketch instead
to respond to Client’s queries. This achieves better local



computation bounds because current protocols rely on linear
number of exponentiations in the data structure size.

Results. Specifically, our results are:

• We define the 1-out-of-n computationally-private in-
formation retrieval approximation protocol 〈ε, δ〉-CPIRn

ℓ

for ℓ-bit strings, where the Client retrieves a“good”ap-

proximation eS[q] of S[q] from Server’s database S, so
that a computationally-bounded Server remains obliv-
ious to q. The approximation error is arbitrarily pa-
rameterized by ε. In its most general definition, the
protocol can fail with arbitrarily probability δ.

• We design a protocol for 〈ε, δ〉-CPIRn
ℓ , with Server lo-

cal computational time as Θ(log(1/δ)k/ε) k-bit expo-
nentiations and communication as poly(k, ℓ, log(1/ε))
for arbitrarily approximation error ε and confidence
parameter δ.

• We provide a protocol for symmetric 〈ε, δ〉-CPIRn
ℓ , or

〈ε, δ〉-CSPIRn
ℓ , which is similar to our 〈ε, δ〉-CPIRn

ℓ

protocol above. The protocol is symmetric because
it preserves Server’s privacy as well. The protocol has
similar bounds as in the previous protocol, replacing
basically log(1/δ) with the security parameter k. Fur-
thermore, the protocol might leak information about
|S|1. We also motivate this leakage.

• We present some open problems and discuss future
work. Specifically, we pose theoretical questions and
discuss practical implications of the applicability of our
results. The intention is to expand this (mostly the-
oretical) area with not only easy-to-implement proto-
cols but with very efficient ones; and thus entice prac-
titioners to use them as building blocks to more com-
plex protocols, as it is used in Privacy Preserving Data
Mining [10] solutions.

2. DEFINITIONS
Consider the setting where the Server holds a database S

of n ℓ-bit numbers and Client holds a query index q ∈ [n].
Let the Server’s database size n be public, k be an agreed
upon security and failure probability parameter and neg(k)
be an arbitrary negligible function of k, i.e. a function that
shrinks faster than any inverse polynomial in k.

We define 〈ε, δ〉-CPIRn
ℓ , the approximate version of CPIRn

ℓ .
Basically, we extend the correctness requirement of CPIRn

ℓ

by allowing an output error while keeping the communica-
tion and privacy requirements untouched. Intuitively, the
privacy requirement captures the notion that no efficient
algorithm can distinguish between the distribution of mes-
sages induced by two different queries, which leads to the
fact that the Server is not capable of extracting any infor-
mation about the Client’s query.

Definition 1 (single-server 〈ε, δ〉-CPIRn
ℓ ). A single-

server 〈ε, δ〉-CPIRn
ℓ protocol is a protocol between two play-

ers, Server, holding a database S of n ℓ-bit strings, and
Client, holding an index q ∈ [n], that guarantees:

(a) Correctness: Client learns eS[q] such that

|eS[q] − S[q]| ≤ ε |S|1

with probability at least 1−δ for arbitrary approximation
error ε and confidence parameter δ with ε, δ ∈ (0, 1);

(b) Client’s Privacy: for any Probabilistic Polynomial Time
(PPT ) boolean-valued output algorithm A and ∀j ∈ [n]:

|Pr[A(Ck(i)) = 1] − Pr[A(Ck(j)) = 1]| ≤ neg(k),

where Ck(x) is the distribution of Client messages in-
duced by index x ∈ [n];

(c) Sublinear communication: only o(nℓ) bits are exchanged
between Client and Server.

Note that CPIRn
ℓ is a special case of our more general def-

inition of 〈ε, δ〉-CPIRn
ℓ , where ε = 0. In CPIRn

ℓ , it is com-
mon to view the database items as arbitrary ℓ-bit strings,
whereas in 〈ε, δ〉-CPIRn

ℓ we consider the item as an ℓ-bit
binary representation; i.e. each S[q] ∈ Z2ℓ . We observe
that other approximation metrics could be used (such as
the hamming distance) for approximating the ℓ-bit string,
but omit any details. Furthermore, note that we defined
the approximation error to be absolute and at most ε |S|1.
Although 〈ε, δ〉-CPIRn

ℓ could have been defined with a dif-
ferent absolute error, we refrain from doing so due to the
limited context of this extended abstract.

We define the symmetrical approximate CPIR definition.
This definition captures the case privacy is a concern to the
Server, and thus require that the Client learns nothing else
about S besides the exact output S[q].

Definition 2 (single-server 〈ε, δ〉-CSPIRn
ℓ ). A single-

server 〈ε, δ〉-CSPIRn
ℓ protocol is an 〈ε, δ〉-CPIRn

ℓ protocol
(Definition 1) with the following additional guarantees:

(a) Server’s Privacy: for any PPT boolean-valued output
algorithm A and any S′ ∈ {0, 1}nℓ, such that S′[q] =
S[q], for a particular index q ∈ [n], we have that:

˛̨
Pr[A(Ck(S)) = 1] − Pr[A(Ck(S′)) = 1]

˛̨
≤ neg(k),

where Ck(R) is the distribution of Server messages in-
duced by the database R ∈ {0, 1}nℓ.

(b) Functional Privacy: there exists PPT algorithms A′

(with boolean output) and S (with output in the protocol
messages domain), the last referred to as the simulator,
such that for any q ∈ [n] we have that:

˛̨
˛Pr[A(eS[q])) = 1] − Pr[A(S(S[q], α)) = 1]

˛̨
˛ ≤ neg(k),

where S(S[q], α) outputs an indistinguishable distribu-

tion on eS[q] for a security parameter k and auxiliary
information α. We say the protocol is strict if α is non-
existent, otherwise the protocol is liberal and leaks α.

Intuitively, the first privacy requirement above is neces-
sary to achieve Sender’s privacy in the traditional sense; i.e.

when returning S[q] and not necessarily eS[q]. The second
privacy requirements refers to the notion of functional pri-
vacy first introduced by Feigenbaum et al [7] on their work on
private approximations. The authors raised important ques-
tions regarding how private is the secure computation of a
function approximation. The natural question that arises is:
could the approximation result leak more information than
the actual exact output? Applied to the PIR setting, during
an 〈ε, δ〉-CSPIRn

ℓ computation, we must then ensure that
eS[q] does not leak more information about S besides what
can be inferred from the exact answer S[q] alone.



3. SKETCHING THE DATABASE
As mentioned earlier, the main motivating observation for

this work is the fact that the Server needs not to encrypt
all its database items in order to guarantee Client’s privacy.
This approach is unfortunately customary in all state-of-the-
art CPIR schemes [12]. We argue that although the Server
must remain unaware of the Client’s desired item, it just
needs to perform some computation per item.

Therefore, besides requiring polylogarithmic communica-
tion and extra storage, our main performance metric is the
amount of computation required on each database item. We
then strive for protocols that performs per-item computation
that is faster than the current best modulo exponentiation
algorithms for a security parameter k, or Θ(k2+o(1)); and
preferably O(1) and independent of k.

Furthermore, one can view our solutions as directly ap-
plicable to the PIR with processing model (see Section 1.1).
In such model, the Server is allowed to preprocess the data
to allow for computational savings on processing post-hoc
Client queries. We show that regardless of when the Server
sketches its database with respect to Client’s requests (prior
or during the execution of the protocol), our solution are
still faster than any CPIR protocol outside this model.

3.1 Sketching the database
We show how to construct sketches from the Server’s local

database S so that, given a query i ∈ [n], the small sketch

data structure can answer an estimate eS[i] for S[i] such that
˛̨
˛ eS[i] − S[i]

˛̨
˛ ≤ ε |S|1 (1)

holds for an arbitrary ε ∈ (0, 1) and S[i] ∈ Z2ℓ .
Formally, let S represent a database of n elements, each

being a non-negative integer belonging to {0, 1}ℓ = Z2ℓ for
some fixed positive integer ℓ. We present two algorithms
for sketching S and guaranteeing (1). Both algorithms are
based on algorithmic data streaming techniques from [6].
While the latter data structure provides privacy guarantees
for the Server (needed for 〈ε, δ〉-CSPIRn

ℓ ), the former, how-
ever, can also be used in the case the Server database is not
static but instead a stream of database item updates.

We recall the elegant Count-Min sketch from [6]. The
sketch is a two-dimensional array of counters with width
w ≪ n and depth d: count[1, 1] . . . count[d, w], containing
additionally d hash functions h1 . . . hd : [n] → [w] chosen
uniformly at random from a pairwise-independent family.
Each counter is initially zero. We outline the original up-
date and query procedures from [6]: update process a tuple
(i, c) (representing, in our case, S[i] = c) as follows:

∀j ∈ [d] : count[j, hj(i)] ← count[j, hj(i)] + c,

while query returns the estimate eS[i] = minj count[j, hj(i)]
of S[i] given i.

In [6], the authors presented the data structure and pro-
vided several direct applications. Their focus was on min-
ing massive data streams, a setting with tight storage con-
straints.Thus, tiny data structures as well as fast algorithms
yielding approximate solutions are a norm.

Nevertheless, we show that their data structure allows for
the reduction in the number of exponentiations Server must
perform in a PIR scheme. The original result from [6] for
single item estimation uses the Count-Min sketch above. We
present its guarantees below.

Theorem 1 ([6]). Given an approximation parameter
ε and confidence parameter δ, there exists a tuple of al-

gorithms, (B, Q), such that (a) B builds a sketch eS of
size O((ℓ/ε + log n) log(1/δ)) bits in O(n) time from S, a
database of n ℓ-bit items; and (b) given an index i, Q re-

turns an approximation eS[i] in O(log(1/δ)) time such that
eS[i] ≥ S[i] with probability 1; and eS[i] ≤ S[i] + ε |S|1 with
probability at least 1 − δ.

Proof. We refer the reader to [6] for a complete proof.
For this work it suffices to say that B instantiates a Count-
Min sketch of width w = ⌈e/ε⌉ (e is Euler’s constant) and
depth d = ⌈log(1/δ)⌉ to achieve such guarantees.

We also recall that algorithm B not only runs in O(n)
time (only a single pass over the database) but also pro-
cesses a stream of partial item updates to S. This property

implies that no random access to S is needed to build eS
and, therefore, require only |eS| of storage to answer queries.

Furthermore, the sketch eS can entirely replace the database
S and thus no extra storage is needed.

We present a similar result (based on the same Count-
Min data structure) that provides slightly different guaran-
tees. Although their running times and storage costs are the
same, the algorithm below is not suitable for stream process-
ing. The intuition behind this result is to ensure that the
error distribution on the query answer is predictable (up to
an arbitrary failure probability) as we will need to build a
protocol abiding by the symmetric 〈ε, δ〉-CPIRn

ℓ definition
(Section 2).

Theorem 2. Given an approximation parameter ε and
confidence parameter δ, there exists a tuple of algorithms,

(B, Q), such that (a) B builds a sketch eS from S of size
O((ℓ/ε + log n) log(1/δ)) bits in O(n) time; and (b) given

an index i, Q returns an approximation eS[i] in O(log(1/δ))

time such that, with probability at least 1 − δ: eS[i] = S[i] if

S[i] ≥ ε |S|1; and eS[i] = 0 otherwise.

Proof. Let B instantiate a Count-Min sketch with width
and depth as w = ⌈2/ε⌉ and d = ⌈log 1/δ⌉ respectively. The
algorithm, loops through all items in database S and calls
the Count-Min’s update procedure for all items i such that
S[i] ≥ ε |S|1, and ignore all other items.

Clearly, at most ⌈1/ε⌉ items are sketched. Therefore,
for any given hash table viewed in isolation, query item i
does not collide with any other sketched item with proba-
bility 1/2 over the choice of the hash function. Thus, over
all d independent tables the collision probability reduces to
(1/2)log(1/δ) = δ. Now, let k ∈ [d] be a hash table for which
queried item i does not collide with any other item, subject
to the same failure probability δ. Therefore, if item i was
sketched then minj count[j, hj(i)] = count[k, hk(i)] = S[i]
because, by construction, count[j, hj(i)] ≥ S[i] holds for all
j ∈ [d]. On the other hand, if item i was not sketched, no up-
dates to count[k, hk(i)] have occurred, and thus minj count[j, hj(i)] =
0 since counters are initially 0 by design.

The space complexity (without counting the database S)
is simply the sketch size plus the descriptions of the hash
functions. Note that each pairwise independent hash func-
tions can be implemented with only two log n-bit numbers,
i.e. h(x) = (ax + b mod p) mod w, for a prime p ≥ n.
Therefore, we have wdl+d log n = O((ℓ/ε + log n) log(1/δ))
for ℓ-bit counters. The claimed running times are straight-
forward.



4. PROTOCOLS
We present two protocols, one for 〈ε, δ〉-CPIRn

ℓ leaking no
information to Server and another for 〈ε, δ〉-CSPIRn

ℓ leaking
only |S|1. Protocol 1 is an 〈ε, δ〉-CPIRn

ℓ protocol; using the
approximation guarantees from Theorem 1. Protocol 2, on
the other hand, is a protocol for 〈ε, δ〉-CSPIRn

ℓ and uses the
approximation guarantees from Theorem 2. We now briefly
sketch why Protocol 1 is both correct and private (the formal
proofs appears in an extended version of this work).

Input: Client holds q and Server holds database S

Output: Client learns eS[q], s.t. |eS[q] − S[q]| ≤ ε |S|1.
Privacy: Sender learns nothing about q.

1. Client and Server agree on parameters ε and k.

2. Server instantiates a Count-Min sketch with width w =
⌈2/ε⌉ and depth d = ⌈log(1/δ)⌉ and populates it with its
contents from S using the update procedure.

3. Server shares with Client the pseudo-random seed set

{(aj , bj) | j ∈ [k]} used building its sketch eS.

4. ∀j ∈ [d], Client:

• computes hj(i) = (aji + bj mod p) mod w

• invokes CPIRw
ℓ to fetch eSj [hj(i)]

5. Client outputs minj
eS[hj(i)]

Protocol 1: A protocol for 〈ε, δ〉-CPIRn
ℓ .

Correctness. We assume Client retrieves all values eS[hj(i)]
properly as we rely on the correctness of the CPIRw

ℓ protocol

used. Outputting minj
eS[hj(i)], using the specified parame-

ters for the Count-Min sketch, follows directly from the proof
of Theorem 1 in [6] using the mentioned values for w and d.

Privacy. We need to show that the protocol ensures Client’s
privacy. Observe that the only messages the Server receives
from the Client are the messages exchanged during the cho-
sen CPIRw

ℓ protocol. Thus, the privacy of the protocol relies
on the privacy of the underlying CPIRw

ℓ protocol.

Next, we show how to transform Protocol 1 into a protocol
that preserves Server’s privacy, or Protocol 2. In a nutshell,
Protocol 2 is very similar to Protocol 1. The main differences
are that we use different guarantees on the approximation
output (Theorem 2 versus Theorem 1) and that we hide the
intermediate results using a generic Secure Multiparty Com-
putation (SMC) circuit [7]. The first modification is needed
in order to guarantee functional privacy (see definition of
〈ε, δ〉-CSPIRn

ℓ in Section 2). The approximation function
defined in Theorem 2 is actually shown to be simulatable
when knowing only S[q] and |S|1. The second alteration is
needed to prevent non-simulatable information from leaking.
Next, we briefly sketch its correctness and privacy claims.

Correctness. The protocol is correct for similar reasons as
in Protocol 1 and the approximation guarantees of Theo-

rem 2; i.e. eS[q] = S[q] if S[q] ≥ ε |S|1 and eS[q] = 0 otherwise.
The results hold with probability negligible in the depth of
the instantiated Count-Min sketch, or 2−d = 2−k = neg(k);

Input: Client holds q and Server holds database S.

Output: Client outputs eS[q], s.t. |eS[q] − S[q]| ≤ ε |S|1.
Privacy: Client learns nothing about S and

Sender learns nothing about q.

1. Client and Server agree on parameters ε and k.

2. Server instantiates a Count-Min sketch with width w =
⌈2/ε⌉ and depth d = k. Server calls the update procedure
on every item q such that S[q] ≥ ε |S|1.

3. Server shares with Client the pseudo-random seed set

{(aj , bj) | j ∈ [k]} used in building its sketch eS.

4. ∀j ∈ [d], Client computes the hash function hj(q) =
(ajq + bj mod p) mod w

5. Using a generic SMC circuit:

• ∀j ∈ [d], the circuit invokes CPIRw
ℓ to fetch eSj [hj(q)]

• circuit computes eS[q] = minj
eS[hj(q)]

6. Client outputs eS[q]

Protocol 2: A protocol for 〈ε, δ〉-CPIRn
ℓ .

thus complying with the guarantees put forth by the defini-
tion of 〈ε, δ〉-CPIRn

ℓ protocol (Section 2).

Privacy. Showing Client’s privacy is similar to the proof
of privacy in Protocol 1. Showing Server’ s privacy, on the
other hand, requires two steps: showing (1) that the pro-
tocol messages do not leak any extra information; and (2)
that the approximation function is functionally private. The
first part relies its security on the security of the underly-
ing CPIRn

ℓ primitive. We then omit these details from this
draft, and go on to showing (2).

We sketch the simulator for proving functional privacy. It
is not hard to see that a simulator knowing S[q] and |S|1
can construct a similar sketch as in Protocol 2. Specifically,
it generates pseudorandom seeds for the hash functions and

builds a sketch eS of S, calls update only for item q using S[q],

and respond to Client queries on eS as in Protocol 1. We then
observe that the difference between the output distribution
of the protocol and the simulator relies on the choice of pseu-
dorandom seeds. However, we note that the pseudorandom
seeds used in the protocol and in the simulator, although
different, do not help the Client in distinguishing the out-
put distributions. This is true since the error distribution on
the approximation function output, as defined, is practically
independent of the pseudorandom seeds except for neg(k).

We briefly motivate the leakage of |S|1. Consider a practi-
cal setting where the database S comprises of a list of salaries
of a large public enterprise or government institution. In
such case, the sum of all individual salaries is a known value
although individual salaries are not. Another example is
to find out how much data was sent through a router from
a particular IP address. The query might be sensitive for
forensic purposes, but the total size of all IP addresses might
be a public amount in the routers’ statistics.

4.1 Analysis
Recall that all CPIRw

ℓ invocations are actually 1-out-of-w



CPIR since the sketch eS, with width parameter w, functions
as the Server’s database. We then use the LFCPIRn

ℓ (log w)
implementation from Lipmaa [11] for the internal CPIRw

ℓ

calls. His protocol is currently the most communication ef-
ficient CPIRn

ℓ protocol, both theoretically and practically.
In [11], the author shows that in order to guarantee privacy
with exponential strength security in k, each CPIRw

ℓ invo-

cation requires C(w, l)
def

= Θ(k3−o(1) log2 w + ℓ log w) com-

munication and T (w, l)
def

= Θ(wl) k-bit exponentiations.
For both Protocols presented, the number of CPIRw

ℓ invo-
cations is determined by the depth of the sketch. Thus, for
Protocol 1, the total communication is Θ(log(1/δ) · C(w, l))
and only Θ(log(1/δ) · T (w, l)) k-bit exponentiations; since
depth d = ⌈log(1/δ)⌉.

Protocol 2, on the other hand, must account for the secure
circuit overhead. The circuit must calculate the minimum of
d (=k) ℓ-bit integers, which can be achieved by a small cir-
cuit, polynomial in the input size kl. Thus, the total commu-
nication reckons to Θ((kl)4+O(1) log2 w + (kl)O(1)ℓ log w) =

Θ(k4+O(1) log2 w) and only Θ(kwl) k-bit exponentiations.
Observe that the width w = O(1/ε) is independent of n.

The results compare favorably against LFCPIRn
ℓ (log n) [11]

protocol for CPIRn
ℓ . LFCPIRn

ℓ (log n) must perform Θ(nℓ) k-
bit exponentiations. Whenever n ≫ dw, which is usually the
case for most practical settings, the savings in local compu-
tations are significant.

Summary. We summarize our results as follows:

Theorem 3. There exists an 〈ε, δ〉-CPIRn
ℓ protocol us-

ing extra storage of O((ℓ/ε + log n) log(1/δ)) bits, commu-
nication at most O(log(1/δ · C(w, l)), Client local compu-
tation O(log(1/δ) · TC(w, l)) and Server local computation
O(log(1/δ) · TS(w, l)), where C(w, l), TC(w, l) and TS(w, l)
are the communication, Client/Server local computational
bounds respectively of the best CPIRw

ℓ protocol available.

Theorem 4. There exists an liberal 〈ε, δ〉-CSPIRn
ℓ pro-

tocol that uses extra storage of O(k(ℓ/ε + log n)) bits, com-
munication at most O(k · C(w, l)), Client local computation
O(k · TC(w, l)) and Server local computation O(k · TS(w, l)),
where C(w, l), TC(w, l) and TS(w, l) are the communication,
Client/Server local computational bounds respectively of the
best CPIRw

ℓ protocol available.

5. FUTURE WORK AND OPEN PROBLEMS
Our future work can be characterized in two fronts. The

first is to achieve suitable lower bounds for Approximate
PIR. As in any algorithmic area, the need for lower bounds
are crucial in order to prove the optimality of current results.
The second front is to provide more efficient CPIR protocols.
Other interesting avenues to pursue are:

• Are there other metrics we should consider for approx-
imating the ℓ-bit string? In this paper, we viewed the
ℓ-bit string as a numeric value, and not as a general
ℓ-bit document as it is customary in the literature.

• Are there 〈ε, δ〉-CSPIRn
ℓ protocols that do not leak in-

formation at all?

• Do experimental evaluations corroborate with our the-
oretical findings?

6. CONCLUSION
We presented practical protocols for a new variant of CPIR

we dubbed 〈ε, δ〉-CPIRn
ℓ . In particular, we provided very

efficient protocols in the following important metrics: extra
storage, communication, and Client and Server local compu-
tation. Our results achieve polylogarithmic bounds (in the
database size) in all three metrics at the expense of accu-
racy of results. Although some open problems remain, this
work showed that other trade-offs should be approached if
one wishes to make CPIR practical for very large databases.
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